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Abstract 

In modern supervised learning applications, often the features are presented as vectors in 

a high dimensional real space. The high dimension and the resulting high VC dimension usually 

limit the general applicability of Machine Learning based classifiers. The solutions applied to 

ensure a general applicability of the classifiers are dimension reduction and feature selection.  

In unsupervised learning, strong algorithms for features selection were proposed, such as 

Principal component analysis (PCA) and Independent component analysis (ICA). In supervised 

learning, most feature selection algorithms are ranking algorithms, where each existing 

dimension is given a score and high score dimensions are chosen as the optimal features. This 

limit to existing dimensions is artificial and limits the possibility to significantly reduce the 

dimension. Another existing method is linear discriminant analysis, where one major axis is 

defined based on the positions of the center of the mass of the different categories. 

We here propose to extend the concept of independent components from unsupervised to 

supervised learning. We propose to develop an information theory based algorithms to iteratively 

select orthogonal major axes. These axes are chosen to contain the maximal mutual information 

with the classification and the minimal mutual information one with each other. We then propose 

to test this algorithm on experimental data sets and check if it can improve the classification 

accuracy. 

At a Second Stage, we propose to develop an information theory based algorithms to select 

orthogonal major axes in one step. These axes as before are chosen to contain the maximal 

mutual information with the classification and the minimal mutual information one with each 

other. Finally, at the last stage, we propose to improve the analysis, using a Gaussian mixture 

approximation. 



 

1. Introduction and background 

1.1 Machine learning 

Machine learning (Alpaydin 2004) is a scientific discipline that deals with the design and 

development of algorithms that allow computers to define rules based on empirical data, such as 

sensor data or databases. A major focus of machine learning research is to automatically learn to 

recognize complex patterns and make intelligent decisions based on data. The difficulty lies in the 

fact that the set of all possible behaviors given all possible inputs is too large to describe 

generally in programming languages. 

An important step before the application of machine learning techniques is feature 

selection (Guyon and Elisseeff 2003). Feature selection is the choice of a subset of the most 

relevant features. By removing most irrelevant and redundant features from the data, feature 

selection helps improving the performance of learning models by reducing the data dimension 

and the size of the hypotheses space. Feature selection also provide a  better understanding of 

the real features in the data, by extracting the important features the way they are related one 

with each other. 

Two classical methods have been in use in machine learning: supervised and 

unsupervised learning. 

1.2 Supervised learning 

Supervised learning (Getoor and Taskar 2007; Kotsiantis 2007) techniques aim at 

deducing a function from training data. The training data consists of pairs of input objects, and 

desired outputs. The output of the function can be a continuous value, or a binary label 

describing the class of the input object. The task of the supervised learner is to predict the value 

of the function for any valid input. To achieve this, the learner has to generalize from the 

presented data to unseen situations in a "reasonable" way. Examples for supervised learning are 

among many others Support vector machines(Burges 1998), KNN(Bremner, Demaine et al. 

2005), Neural networks(Brown, Kass et al. 2004). 

Often the supervised learning problems are focused on the binary classification problem. 

This problem is a represented by a set of observation and a classification for each observation 

(positive or negative). The goal of the algorithm is then to learn a rule that can classify new 

observations based on the properties of the pre-classified examples(Kwak and Choi 2003). To 

measure the performance of such test, we use the concepts sensitivity and specificity (Altman 

and Bland 1994). In order to better understand the concept, let us assume that we test some 

people for the presence of some disease. Some of these people have the disease, and the 



 

algorithm says that they are positive, they are called "true positive". Some have the disease, but 

the algorithm says they do not, they are called "false negative". Some do not have the disease, 

and the algorithm says they do not, they are called "true negative". And some do not have the 

disease, but the algorithm says that they are positive, they are called "false positive". Thus, the 

number of true positives, false negatives, true negatives, and false positives add up to 100% of 

the set. 

Specificity measures the proportion of people that are tested negative (true negative) out 

of all the people that are actually negative (true negative + false positive).  

true negative
Specificity = 

true negative  false positive
.It shows the probability that the test result is 

negative given that the patient is not sick. If the specificity is higher, it means that fewer healthy 

people are labeled as sick. 

Sensitivity measures the proportion of people that are tested positive (true positive) out of 

all the people that actually are positive (true positive + false negative). 

true positive
Sensitivity = 

true positive  false negative
. It shows the probability that the test result is 

positive given that the patient is sick. If the sensitivity is higher it means that a fewer actual 

cases of disease go undetected. 

1.3 Unsupervised learning 

Unsupervised learning (Hinton and Sejnowski 1999) is a class of methods where one 

seeks to determine the distribution of the observations. Many unsupervised learning methods are 

based on data mining methods used to preprocess the data (Cios, Pedrycz et al. 1998; Kantardzic 

and Press 2003). Unsupervised learning is distinguished from supervised learning by the fact that 

the learner is given only unlabeled examples.  

Unsupervised learning is closely related to the problem of density estimation (Hall, Racine 

et al. 2004) in statistics. However unsupervised learning also encompasses many other 

techniques that seek to summarize and explain key features of the data. The most frequent 

unsupervised learning algorithms are clustering algorithms (MacQueen 1967; Duda, Hart et al. 

1973). 

Both supervised and unsupervised learning can be used in the context of dimension 

reduction algorithms. These algorithms aim at finding the most appropriate dimensions to 

analyze the data. In supervised learning, these algorithms include linear discriminant analysis 

(LDA) (Mika, Ratsch et al. 1999) (Altman, Marco et al. 1994). In unsupervised learning, the most 



 

frequent algorithms are Principal component analysis (PCA) (Jolliffe 2002) and Impendent 

Component Analysis (ICA) (Comon 1994; Hyv rinen and Oja 2000; Oja, Hyvarinen et al. 2001). 

1.4 Graham Schmidt process 

The Graham–Schmidt process (Daniel, Gragg et al. 1976) is a method used to ortho-

normalise a set of vectors in an inner product space, we will only use here the Euclidean 

space nR . The Graham–Schmidt process takes a finite, linearly 

independent set 1{ ,..., }kS v v where k ≤ n and generates an orthogonal 

set  1{ ,..., }kS u u  that spans the same k-dimensional subspace of nR  as S. 

The Graham Schmidt process work as follows:  

1 1

1

1

,

,

j
j i

j j i
i i i

u v

v u
u v u

u u







 
 

 


 When ,v u   is the 

inner product, in the Euclidean space nR the inner product defined as: 

1 1
1

, ( ,..., ),( ,..., ) :
n

n n i i
i

x y x x y y x y


     . 

The sequence 1,..., ku u  is a system of orthogonal vectors, to get an orthonormal set 1,..., ke e we 

could use 1,..., ku u as follows: i
i

i

u
e

u
 . The calculation of the sequence 1,..., ku u  is known 

as Graham Schmidt orthogonalization, while the calculation of the sequence 1,..., ke e  is known 

as Graham Schmidt orthonormalization since the vectors are normalized. 

1.5 PCA and ICA 

Principal Component Analysis (PCA) (Jolliffe 2002) was invented in 1901 by Karl Pearson 

(Pearson 1901). The main goal of PCA is to maximize the variance of the components, and 

minimize the covariance among components. Principal components are guaranteed to be 

independent only if the data set is jointly normally distributed. 

Let use assume that 1{ ,..., } n

nx x x x  is a vector of zero empirical mean. The first 

principal component a1 of a data set x can be defined as: 

T T 2

1
||a|| 1 ||a|| 1

a argmax Var{a x} argmaxE{(a x) }
 

  . We will use the Lagrangian theorem (Everett Iii 

1963) to find 1,..., na a .  

Lagrangian theorem: suppose that we want to maximize a function of n variables 

1 2( ) ( , ,.. )nf x f x x x  for 1 2( , ,.. )nx x x x  subject to p  constraints 



 

1 1 2 2( ) , ( ) ,..., ( )p pg x c g x c g x c   that is not on the boundary of the region where ( )f x and 

( )ig x are defined can be found by introducing p new parameters 1 2, ,.. p   and solving the 

system 
1

( ( ) ( ))
p

i i
i

f x g x
x








  when ( )   1i ig x c i p    . This amounts to solving n p  

equations for the n p real variables in x and i . 

We seek the direction of 1a of maximum variance. We define 1 1

Ty a x  ,when 1a  is 

selected such that  2

1[ ]E y  is maximum, and the constraint 1 1 1 1Ta a a  . This is a constrained 

optimization using of the Lagrangian: 

1 1 1 1 1 1 1 1 1 1 1 1( , ) [ ] ( 1) ( 1)T T T T T

xL a E a xx a a a a a a a         . So for maximize 2

1[ ]E y  we 

need 1 1

1

L( , )
0

a

a





, and 1 1

1 1 1

1

L( , )
0x

a
a a

a





   


, so 1a must be the eigenvector of x with 

the eigenvalue 1 . 2

1 1 1 1[ ] T

xE y a a    , if we want 2

1[ ]E y  to be the maximum, we need to 

take the largest eigenvalue 1 . To find the second direction 2a with the maximum variance, we 

will define 2 2

Ty a x , when 2a  selected in such that  2

2[ ]E y  is the maximum, and the 

constraint 2 2 2 1Ta a a   and 2 1 0Ta a  , this constrained lead to the ortonormalization of the 

vectors 1 2,a a . A similar derivation 2 2 2 2 2 2 2( , ) ( 1)T T

xL a a a a a      and 2 1 0Ta a  . So that in 

order to maximize 2

2[ ]E y  , 2a  must be the eigenvector of x  that is associated with the second 

largest eigenvalue 2 . So we can derive the n orthonormal direction that maximize the variance: 

1 2[ , ,..., ]nA a a a  and Ty A x . 

The ICA algorithm (Comon 1994; Hyv rinen and Oja 2000; Oja, Hyvarinen et al. 2001) is 

based on the assumption that one observes n  linear mixtures 1,..., nx x
of n  independent 

components 1,..., ns s
. 1 11 : ,   ...j j jn nj n x a s a s    

 ,also denoted as blind source separation 

(Acharyya 2008), the blind source separation is the separation of a set of signals from a set of 

mixed signals, without the aid of information (or with very little information) about the source 

signals or the mixing process. Blind signal separation relies on the assumption that the source 

signals do not correlate with each other. ICA is just one of many algorithms that try to solve this 

problem. Assuming that all ix  and is  have zero mean, one can write the above equation as 

x=As. 



 

The ICA model is a generative model. In other words, it describes how the observed data 

are generated by a process of mixing the components is . The independent components are latent 

variables (i.e. they cannot be directly observed). 

The mixing matrix is also assumed to be unknown. All we observe are the random 

vectors nx R , and we must estimate both n kA R R   and ks R  using them. This must be 

done under as general assumptions as possible. The first assumption is that the components is  

are statistically independent. For simplicity, we also assume that the unknown mixing matrix A is 

square. This assumption is not limiting, since in the worst case, it will give some dimensions with 

no variance. Then after estimating the matrix A, we can compute its inverse matrix 1 :A W  , 

and obtain the independent component simply by computing: s=Wx. We could assume that 

var( ) 1is  and ( ) 0iE s  , since the matrix A will be adapted in the ICA solution methods to take 

into account this restriction. 

The fundamental restriction in ICA, when we use entropy or kurtosis is that the 

independent components must be non Gaussian for ICA to be possible. If their distribution is 

Gaussian, we would not contain any information on the directions of the columns of the mixing 

matrix A. If we use mutual information method and the data is Gaussian, the ICA and the PCA 

will be equivalent. This is why A cannot be estimated. More rigorously, one can prove that the 

distribution of any orthogonal transformation of the Gaussian ( 1 nx ..x ) has exactly the same 

distribution as ( 1 nx ..x ), and that 1x  to nx  are independent (Bocher 1901). Thus, in the case of 

Gaussian variables, we can only estimate the ICA model up to an orthogonal transformation. In 

other words, the matrix A is not identifiable for Gaussian independent components. 

The Central Limit Theorem implies that the distribution of a sum of independent random 

variables tends toward a Gaussian distribution, under certain conditions. Thus, a sum of two 

independent random variables usually has a distribution that is closer to Gaussian than any of the 

two original random variables.  

To estimate one of the independent components, we consider a linear combination of the 

ix , let us denote this by   T

i i
i

y w x w x , where w is one of the rows of the inverse of A, 

this linear combination would actually equal one of the independent components. 

Let us make a change of variables, defining  Tz A w . Then we have 

  T T Ty w x w As z s , y is thus a linear combination of is , with weights given by iz . 



 

Since a sum of independent random variables is more Gaussian than the original variables, 
Tz s  

is more Gaussian than any of the is  and becomes least Gaussian when it in fact equals to one of 

the is . In this case, obviously only one of the elements iz  of z is nonzero. Therefore, we could 

take as w a vector that maximizes the non-Gaussianity of
Tw x . Such a vector would necessarily 

correspond (in the transformed coordinate system) to a z which has only one nonzero 

component. This means that T Tw x z s  equals one of the independent components! 

Maximizing the non Gaussianity of 
Tw x , thus gives us one of the independent components. 

Examples for methods that could maximize the non Gaussianity are maximizing the 

Kurtosis or minimizing the entropy. 

1.6 Gaussian Mixture Model 

A mixture model is a probabilistic model that represents the presence of sub-populations 

within an overall population, without requiring that an observed data-set should identify the sub-

population to which an individual observation belongs. Mixture model corresponds to the mixture 

distribution that represents the probability distribution of observations in the overall population. 

Assume that a population is distributed as P, Gaussian mixture model assume that there is a 

value of K, such that
1

( , , )
K

i i
i

P N x C


  .  



 

2. Research Objectives 

Current feature selection algorithm typically aim at finding the set of features explicitly 

built in the data that can be best used for the classification (Feature Ranking (Ruiz, Riquelme et 

al. 2003; Jong, Mary et al. 2004)). On the other hand, many unsupervised algorithms exist for 

the detection of composite features that contain most of the information present in a dataset 

(Feature selection (Zhao, Morstatter et al.; Liu and Motoda 1998; Guyon and Elisseeff 2003)). 

Typical example would be the covariance based PCA and the information based ICA. 

Similar approaches in supervised feature selection are limited to the selection of a single 

feature assuming Gaussian distributions (e.g. Fisher/LDA  (Mika, Ratsch et al. 1999) (Altman, 

Marco et al. 1994)), or the sequential selection of features maximizing the total information 

between a sub-set of the feature and the external classification. 

We here propose to enlarge these methods to create a hierarchy of composite orthogonal 

features, each with the highest remaining information between the observations and the 

classification. We have tested multiple methods to obtain such features and compare the efficacy 

of the different algorithms. 



 

3. Methods 

3.1 Entropy 

The differential entropy (Cover and Thomas 2006) of a variable X with  probability density 

function ( )f x is defined as: 

(1) ( ) ( ) log( ( ))
X

H X f x f x dx  .  

Entropy is a measure of the uncertainty associated with a random variable. The entropy 

receives a minimal value when the uncertainty is minimal (when there is only one possible 

value), and a maximal value when the uncertainty is maximum (when all the values are with the 

same probability).  

The joint entropy of variables X, Y with the joint distribution ( , )f x y the differential joint 

entropy is defined as: 

(2) ( , ) ( , ) log( ( , ))
Y X

H X Y f x y f x y dxdy   . 

The conditional entropy quantifies the remaining entropy of a random variable Y given 

that the value of another random variable X is known. The conditional entropy of a random 

variable Y with known variable X with the joint distribution ( , )f x y , and probability density 

function ( )f x is: 

 (3)  

( )
( | ) ( , ) log( )

( , )

( , ) log( ( , )) ( , ) log( ( ))

( , ) ( ) log( ( ))

( , ) ( )

Y X

Y X Y X

X

f x
H Y X f x y dxdy

f x y

f x y f x y dxdy f x y f x dxdy

H X Y f x f x dx

H X Y H X



  

 

 

 

   



 

3.2 Mutual Information 

The mutual information (Kraskov, St gbauer et al. 2003) describes the mutual 

dependence of two (or more) random variables. Mutual information between two random 

variables ,x y  with joint density probability ( , )f x y and the probability density 

function ( ), ( )f x f y is defined as:  



 

(4) 
( , )

( , ) ( , ) log
( )* ( )

Y X

f x y
MI X Y f x y dxdy

f x f y

 
  

 
  . 

The mutual information can be equivalently expressed as:  

(5) ( , ) ( ) ( ) ( , )MI X Y H X H Y H X Y   , when the entropy of a variable X with 

probability density function ( )f x  defined in (1), and the joint entropy of two random variables 

X,Y with joint density probability ( , )f x y  defined in (2). 

Some of the algorithms in this thesis we use entropy of a discrete probability. We 

compute the probability ( )p Data  by computing its histograms (using the matlab function "hist") 

in fixed beans. We have to use fixed width beans otherwise the MI would changed when the 

width of beans is changed. Then we compute the entropy in every dimension by:  

(6) ( ) ( )*log( ( ))nH x p x p x  . 

We compute the joint probability ( , )p x y by computing the histogram of Data with the 

first label, then with the second and so on. All those histogram produce the ( , )p x y , and then we 

compute the joint entropy in every dimension by:  

(7) ( , ) ( , )*log( ( , ))nH x y p x y p x y  . 

Many applications use approximations to the marginal distribution function ( )f x and 

( , )f x y  and then compute the entropy using integral and not sum. In most of the work 

performed here, we did not use this approach, since we did not want to assume any assumptions 

on the distribution. We thus compute ( )p x  and ( , )p x y  using histograms, and computes the 

entropy appropriately. This method may cost more in CPU time, but it allows the algorithm to 

work with no assumptions on the distributions. 

Entropy can be affected by scaling factor, since ( ) ( ) ln | |H aX H X a  , so in order to avoid 

such effects, we need to whiten the data (we explain it in the next section). 

3.3 Whitening 

The whitening transformation is basically a method used to reduce the correlation, 

another important use of it is to equalize the variance in all axes and to avoid selecting 

dimensions only since they have a lot variance that is based on a simple scaling  



 

For given matrix X we first convert the matrix into a new matrix Y, that E (Y)=0 using Y=X-E (X). 

The second stage is to converts the covariance of matrix Y into the identity matrix I, we divide 

every dimension with his standard deviation.   

This effectively creates new random variables that are uncorrelated and have variance 1 

and mean 0.  

3.4 Local and global minimum 

Local minimum (or maximum) of a function, is the smallest (or largest) value that the 

function takes at a point within a given open neighborhood. Assume a real-valued function f  

that is defined on a real line. We say that f  has a local minimum point at the point x̂ , if exist 

some 0   such that  ( ) ( )ˆf x f x  when| |ˆx x   . The value of the function at this point is 

called minimum of the function. 

The global minimum (or maximum) of a function, is the smallest (or largest) value that 

the function takes at a point within the function domain. Analytical definition: Assume a real-

valued function f  that is defined on a real line. We would say that f  has a global minimum 

point at the point x̂ , if for all x in the domain ( ) ( )ˆf x f x . The value of the function at this point 

is called the global minimum of the function. We can also find the global minimum as the lowest 

value among the local minimum. 

There are two major approaches to finding global\local minimum. The first approach is to 

calculate the hessian or gradient and each step of the iteration, and after N steps we can find the 

global minimum, many algorithms use this approach, “conjugated gradient” (Hestenes and Stiefel 

1952), “steepest descent” (Snyman 2005). The second approach is to rotate a simplex, we 

evaluate the centroid of the simplex, excluding the worst solution and then we try to replace the 

worst solution to a better one, better the best solution in the simplex by reflection\ expansion or 

contraction. If that do not work we shrink the simplex. The “Nedler-Mead” algorithm use this 

approach (Nelder and Mead 1965).   

3.5 Nedler Mead Simplex Algorithm 

The Nedler-Mead algorithm originally published in 1965(Nelder and Mead 1965) is 

designed to solve unconstrained optimization problem of minimizing a given non linear function 

f from nR to R .  



 

1. Initial simplex – The initial simplex nS R  is constructed by generating n+1 vertices 

0 ,..., nx x  around a given point n

inputx R . 
0

0 , 1..

input

j j j

x x

x x h e j n



  
 , where jh  is a stepsize in 

the direction of unit vector je in nR . 

2. Simplex transformation algorithm – One iteration of the Nelder-Mead method consists of 

the following steps. Repeat this step until the termination test is satisfied. 

  2.1 Ordering: Determine the indices h,s,l of the worst, second worst and the best vertex, 

respectively, in the current working simplex S . max ,  max ,  maxh j s j l j
j j h j h

f f f f f f
 

   . 

  2.2 Centroid computation: Calculate the centroid C  of the best side—this is the one 

opposite the worst vertex hx .
1

: .j
j h

C x
n 

   

  2.3 Transformation: Compute the new vertex from the current one. First, try to replace 

only the worst vertex hx with a better point by using reflection, expansion or contraction with 

respect to the best side. All test points lie on the line defined by hx  and C , and at most two 

of them are computed in one iteration. If this succeeds, this vertex becomes the new vertex of 

the working simplex. If this fails, shrink the simplex towards the best vertex lx . In this case 

there are n new vertices that are computed. Simplex transformations in the Nelder-Mead 

method are controlled by four parameters:  for reflection,   for contraction,   for 

expansion and   for shrinkage. They should satisfy the following 

constraints 0,   0 1,   ,   0 1          . Typical values are 

1 1
1,   ,   2,   

2 2
       .  

a. Reflect: Compute the reflection point : ( )r hx c c x   and : ( )r rf f x . 

If l r sf f f  , accept rx  and terminate the iteration. 

b. Expand: If r lf f , compute 

the expansion point : ( )e rx c x c   and : ( )e ef f x . If e rf f , accept ex and terminate 

the iteration. Otherwise (if e rf f ), accept rx and terminate the iteration. 

c. Contract: If r sf f , compute the contraction point cx  by using the better of the 

two points hx  and rx . 

Outside: If s r hf f f  , compute : ( )c rx c x c   and : ( )c cf f x . If c rf f , 



 

accept cx and terminate the iteration. Otherwise, perform a shrink transformation. 

Inside: If r hf f , compute : ( )c hx c x c   and : ( )c cf f x . If c hf f , accept cx  and 

terminate the iteration. Otherwise, perform a shrink transformation. 

d.  Shrink: Compute n new vertices : ( )j l j lx x x x   and : ( )j jf f x , for  

0.. ,  j n j l  .The shrink transformation was introduced to prevent the algorithm from 

failing in the following case ,when a valley is curved and one point of the simplex is much 

farther from the valley bottom than the others. The action proposed contracts the simplex 

towards the lowest point, and will eventually bring all points into the valley. 

3. Termination step - Composed of three different parts: _ , _ ,term x term f fail . 

a. _term x  is the domain convergence or termination test. It becomes true when the 

working simplex S  is sufficiently small in some sense (some or all vertices jx  are close 

enough). 

b. _term f is the function-value convergence test. It becomes true when (some or 

all) function values jf  are close enough in some sense. 

c. fail is the no-convergence test. It becomes true if the number of iterations or 

function evaluations exceeds some prescribed maximum allowed value.  

The algorithm terminates as soon as at least one of these tests becomes true. 



 

4. Data sets 

In this work we checked all the algorithms on data set we built. Here we will explore these data 

sets, and explain how we built them. 

4.1 basic_sample10D_Uniform 

We built a random data set with 10 dimensions and 1,600 data points with two labels, 

800 points for each label. The data is distributed as four balls with the standard uniform 

distribution where every label has two balls in the 10 dimension space.  

For the first label, we built two balls in a 10 dimensional space, and 400 samples for each 

ball. Each ball has a different center and a uniform distribution with a radius of 1. The first ball 

was placed in (1,1,1,1,1,1,1,1,1,1) coordinate and the second ball was placed in 

(11,11,11,11,11,11,11,11,11,11) coordinate.  

For the second label, we built two balls with 10 dimension and 400 samples for each ball. 

These balls had different centers, but still a uniform distribution with a radius of 1. The first ball 

was placed in (1,11,11,1,1,1,1,1,1,1)  coordinate and the second ball was placed in 

(11,1,1,1,1,1,1,1,1,1) coordinate.   

We built this data set, since it does not have a trivial rotation. Still there is one rotation that can 

separate the data. 

 

Figure 1. Random data set with 10 dimensions and 1,600 data points, with two labels, 800 points 
for each label. The data is distributed as four balls with the standard uniform distribution where 



 

every label has two balls in the 10 dimension space. This figure shows only the first three 
dimensions.  

4.2 basic_sample10D_Gaussian 

We built a random data set with 10 dimensions and 1,600 data points with two labels, 

800 points for each label. The data is distributed as four balls with the normal distribution where 

every label has two balls in the 10 dimension space.  

For the first label, we built two balls in a 10 dimensional space, and 400 samples for each 

ball. Each ball has a different center and a normal distribution with a radius of 1. The first ball 

was placed in (1,1,1,1,1,1,1,1,1,1) coordinate and the second ball was placed in 

(11,11,11,11,11,11,11,11,11,11) coordinate.  

For the second label, we built two balls with 10 dimension and 400 samples for each ball. 

These balls had different centers, but still a normal distribution with a radius of 1. The first ball 

was placed in (1,11,11,1,1,1,1,1,1,1)  coordinate and the second ball was placed in 

(11,1,1,1,1,1,1,1,1,1) coordinate.   

We built this data set, since it does not have a trivial rotation. Still there is one rotation that can 

separate the data. 

 

 

Figure 2. Random data set with 10 dimensions and 1,600 data points with two labels, 800 points 
for each label. The data is distributed as four balls with the normal distribution, where every label 
has two balls in the 10 dimensions space. This figure shows only the first three dimensions. 



 

4.3 basic_sample10_Balls_Uniform 

We built a random data set with 10 dimensions and 1,000 data points with two labels, 

500 points for each label. The data is distributed as ten balls with the standard uniform 

distribution where every label has five balls in the 10 dimension space.  

For the first label, we built two balls in a 10 dimensional space, and 100 samples for each 

ball. Each ball has a different center and a uniform distribution with a radius of 1. The first ball 

was placed in (1,1,1,1,1,1,1,1,1,1) coordinate, the second ball was placed in (1,1,1,1,1,1,1,1,6,1) 

coordinate, the third ball was placed in (1,1,1,1,1,1,6,6,1,1) coordinate, the forth ball was placed 

in (1,1,1,1,31,1,1,1,1,1) coordinate and the fifth ball was placed in 

(11,11,11,11,11,11,11,11,11,11) coordinate.  

For the second label, we built two balls with 10 dimension and 100 samples for each ball. 

These balls had different centers, but still a uniform distribution with a radius of 1. The first ball 

was placed in (11,1,1,1,1,1,1,1,1,1) coordinate, the second ball was placed in 

(1,1,1,1,1,1,1,1,11,1) coordinate, the third ball was placed in (1,1,1,1,1,1,26,26,1,1) coordinate, 

the forth ball was placed in (1,1,1,1,10,1,1,1,1,1) coordinate and the fifth ball was placed in 

(1,11,11,1,1,1,1,1,1,1) coordinate.  

  

 

Figure 3. Random data set with 10 dimensions and 1,000 data points with two labels, 500 points 
for each label. The data is distributed as ten balls with the standard uniform distribution where 
every label has five balls in the 10 dimension space. This figure shows only the first, fifth and 
tenth dimensions. 



 

4.4 basic_sample10_Balls_Gaussian 

We built a random data set with 10 dimensions and 1,000 data points with two labels, 

500 points for each label. The data is distributed as ten balls with the normal distribution where 

every label has five balls in the 10 dimension space.  

For the first label, we built two balls in a 10 dimensional space, and 100 samples for each 

ball. Each ball has a different center and a normal distribution with a radius of 1. The first ball 

was placed in (1,1,1,1,1,1,1,1,1,1) coordinate, the second ball was placed in (1,1,1,1,1,1,1,1,6,1) 

coordinate, the third ball was placed in (1,1,1,1,1,1,6,6,1,1) coordinate, the forth ball was placed 

in (1,1,1,1,31,1,1,1,1,1) coordinate and the fifth ball was placed in 

(11,11,11,11,11,11,11,11,11,11) coordinate.  

For the second label, we built two balls with 10 dimension and 100 samples for each ball. 

These balls had different centers, but still a normal distribution with a radius of 1. The first ball 

was placed in (11,1,1,1,1,1,1,1,1,1) coordinate, the second ball was placed in 

(1,1,1,1,1,1,1,1,11,1) coordinate, the third ball was placed in (1,1,1,1,1,1,26,26,1,1) coordinate, 

the forth ball was placed in (1,1,1,1,10,1,1,1,1,1) coordinate and the fifth ball was placed in 

(1,11,11,1,1,1,1,1,1,1) coordinate. 

Figure 4. Random data set with 10 dimensions and 1,000 data points with two labels, 500 points 
for each label. The data is distributed as ten balls with the normal distribution where every label 
has five balls in the 10 dimension space. This figure shows only the first, fifth and ten dimensions. 



 

4.5 basic_sample4_Balls 

In order to check the performance of our algorithms, we need multiple data sets in 

different dimensions and different number of samples. So we wrote a script that built a random 

data set with the dimension and sample that we entered. The data is distributed as four balls 

with a uniform distribution where every label has two balls in the decided dimension space. 

For the first label, we built two balls with any given dimension and the number of samples 

is the sample number divided by 4. Each ball has a different center and a normal distribution with 

a radius of 1. The first ball was placed in dim1 coordinate and the second ball was placed in 

dim11 coordinate.  

For the second label, we built two balls with any given dimension and the number of 

samples is the decided samples divided by 4. Each ball has a different center, but still a normal 

distribution with a radius of 1. The first ball was placed in dim 1[11,1 ] coordinate and the second 

ball was placed in 2 dim 3[1,11 ,1 ] coordinate. 

 

Figure 5. Random data set that the dimension and sample could determine dynamically. This 
figure shows the data with four dimensions and 1,000 samples. The data is distributed as four 
balls with the standard uniform distribution where every label has two balls in the decided 
dimension space. This figure shows only the first three dimensions. 



 

4.6 Pima Indian, Diabetes 

As an example for realistic datasets, we studied the Pima Indian population near Phoenix, 

Arizona. This population has been under continuous study since 1965 by the National Institute of 

diabetes and Digestive and Kidney Disease, sine it has a high incidence rate of diabetes (Bennett, 

Burch et al. 1971; Knowler, Bennett et al. 1978; Knowler, Pettitt et al. 1981). Each community 

resident over 5 years of age was asked to undergo a standardized examination every two years, 

which included an oral glucose tolerance test. Diabetes was diagnosed according to World Health 

Organization Criteria, that is, if the 2 hour post-load plasma glucose was at least 200 mg/dl (11.1 

mmol/l) at any survey examination or if the Indian Health Service Hospital serving the community 

found a glucose concentration of at least 200 mg/dl during the course of routine medical care 

(Knowler, Bennett et al. 1978). In addition to being a familiar database to the investigators, this 

data set provided a well validated data resource to explore prediction of the date of onset of 

diabetes in a longitudinal manner. When ADAP (Smith, Everhart et al. 1988) was applied to the 

diabetes problem, eight variables were chosen to form the basis for forecasting the onset of 

diabetes within five years in Pima Indian women. Those variables were chosen because they 

have been found to be significant risk factors for diabetes among Pima or other populations.  

Those input variables were:  

1. Number of times pregnant 

2. Plasma Glucose Concentration at 2 Hours in an Oral Glucose Tolerance Test (GTIT) 

3. Diastolic Blood Pressure (mm Hg) 

4. Triceps Skin Fold Thickness (mm) 

5. 2-Hour Serum Insulin ( /U ml ) 

6. Body Mss Index (Weight in kg / (Height in m)2) 

7. Diabetes Pedigree Function 

8. Age (years). 



 

Figure 6. Pima India, Diabetes data base. This figure shows the data with 8 dimensions and 768 
samples. This figure shows only the first three dimensions. 
 

4.7 Tic Tac Toe game 

This database encodes the complete set of possible board configurations at the end of tic-

tac-toe games, where "0" is assumed to have played first. The target concept is "win for 0" (i.e., 

true when "0" has one of 8 possible ways to create a "three-in-a-row"). Number of Instances: 

958 (legal tic-tac-toe endgame boards) and 9 dimensions each corresponding to one tic-tac-toe 

square. Attribute Information: (0=player 0 has taken, 1=player 1 has taken, 2=blank) 

1. top-left-square: {0, 1, 2} 

2. top-middle-square: {0, 1, 2} 

3. top-right-square: {0, 1, 2} 

4. middle-left-square: {0, 1, 2} 

5. middle-middle-square: {0, 1, 2} 

6. middle-right-square: {0, 1, 2} 

7. bottom-left-square: {0, 1, 2} 

8. bottom-middle-square: {0, 1, 2} 

9. bottom-right-square: {0, 1, 2} 



 

 
Figure 7. Tic-tac-toe game data base. This figure shows the data with 9 dimensions and 958 
samples. This figure shows dimensions 3 to 5. 

 

4.8 SPECT heart data 

The dataset describes diagnosing of cardiac Single Proton Emission Computed 

Tomography (SPECT) images. Each of the patients is classified into two categories: normal and 

abnormal. The database of 267 SPECT image sets (patients) was processed to extract features 

that summarize the original SPECT images. As a result, 44 continuous feature patterns were 

created for each patient. The pattern was further processed to obtain 22 binary feature patterns. 

 



 

 
Figure 8. Spec heart data base. The dataset describes diagnosing of cardiac Single Proton 
Emission Computed Tomography (SPECT) images. This figure shows the data with 22 dimensions 
and 276 samples. This figure shows dimensions 1 to 3. 



 

5. Results 

In the following sections, we test step by step the possibility of producing a rotation matrix that 

will maximize the mutual information between the observed dataset and a given external 

classification. We will perform the following steps: 

5.1 LDA and Fisher Linear Discriminant (FLD). 

5.2 Multi dimensional sequential LDA. 

5.3 Mutual information based feature extraction. 

5.4 Simultaneous feature selection. 

5.5 Entropy approximation using mixture of Gaussians. 

5.1 LDA and Fisher Linear Discriminant (FLD) 

FLD (Mika, Ratsch et al. 1999) and LDA (Altman, Marco et al. 1994) are algorithms that 

project the data on one dimension. FLD and LDA find a linear combination of features which 

separate two classes of objects. The resulting combination is used for dimensionality reduction. 

Consider a set of features  for each sample of an object with known class y (when y is 0 

or 1). This set of samples is called the training set. The classification problem is then to find a 

good predictor for the class y of any sample of the same distribution (not necessarily from the 

training set) given only an observation . 

LDA (Altman, Marco et al. 1994) approaches the problem by assuming that the 

conditional probability density functions 


P(x | y 0)  and 


P(x | y 1) are both normally 

distributed with mean and covariance parameters  


0 y 0N( , )  and  


1 y 1N( , ) , respectively. 

Under these assumptions, the Bayes optimal solution is to predict points as being from the 

second class if the ratio of the log-likelihoods is below some threshold T, so that  

 

                  
       

T 1 T 1

0 y 0 0 y 0 1 y 1 1 y 1(x ) (x ) ln | | (x ) (x ) ln | | T  

LDA also makes another assumption beyond FLD, which is that the class covariance are identical, 

so      y 0 y 1  and that the covariance has full rank. In this case, several terms cancel, and 

the above decision criterion becomes a threshold on the dot product  
 
w x c  for some 

threshold constant c, where     
  

1

1 0w ( )  



 

Fishers linear discriminant (Mika, Ratsch et al. 1999) is very similar to LDA but does not 

assume equal class covariance. Also Fisher defined the separation between these two 

distributions to be the ratio of the variance between the classes to the variance within the 

classes: 
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It can be shown that the maximum separation occurs when 
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When the assumptions of LDA are satisfied, the above equation is equivalent to LDA. 

5.2 Multi dimensional sequential LDA 

In contrast with LDA (Altman, Marco et al. 1994) or Fisher discriminate(Altman, Marco et 

al. 1994) that projects the data on only one dimension, we enlarged the algorithm to find the 

projection on all the dimension.  

5.2.1 Application of Multi dimensional sequential LDA. 

Assume two classes of observations with means   
 

y 0 y 1,  and covariance matrices 

  y 0 y 1, . Then the linear combination of features 
 
w x  will have means  

 
iw  and variances 


 T

y iw w  for i = 0,1. 

We define S to be: 
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We look for the maximum of S, in order to maximize the distance between the means compared 

with their variance. 

We thus differentiate S and mark: 
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The maximum separation occurs when: 

T
1

y 0 y 1 y 0 y 1w v1 v2 ( ) ( )           
   

 

We are looking for the projection on 

w , since this is the direction with the best separation.  

Thus, the following algorithm was applied: 

5.2.2 Algorithm 

Given data X and label S, first we whiten the data in order to reduce the correlation. We 

move the center of mass to the origin and then divide each dimension by its standard deviation. 

This whitening transformation is basically a method that uses to reduce the correlation, and 

equalize the variance in all axes and to avoid selecting dimensions only since they have a lot 

variance that is based on a simple scaling. 

At a second stage, we find iteratively the consecutive dimensions by computing the 

projection vector w


with the formula 

1w ( (X(S 0)) (X(S 1))) ( (X(S 0)) (X(S 1)))           
  

as explained above. 

P w '* X


is the projection of the iterative stage.  Then we remove the projection 

w  from the 

training data, and reduce one dimension, using Gram Schmidt process. We then repeat this 

process and find the next vector with the best separation until no vector is found with a 

significant difference (we are lower than some threshold) 

1

y 0 y 1 y 0 y 1
( ) ( ) T

   
      
 

or until we have reached the wanted dimension. 



 

 

5.2.3 Pseudo code 

1. Given (Data, Label (only two labels)) 

2. Data = Whitening (Data) 

3. For i=1:D (the wanted dimension reduction) 

a. 1A ( (Data(label 0)) (Data(label 1))) ( (Data(label 0)) (Data(label 1)))           
 

 

b. A*Data' is the i projection 

c. Data = Graham Schmidt (Data, A)  

 

5.2.4 Example of application 

In order to test the algorithm described above, we took the basic_sample10D_Uniform 

(4.1) data set as explained in the Data Sets section. We did not reduce the dimension since in 

every dimension we get a better MI after the transformation. We show the projection on the first 

five dimensions before (Figure 9 upper row) and after (Figure 9 lower row) the transformation 

and the last five dimensions before (Figure 10 upper row) and after (Figure 10 lower row) the 

transformation. In Figure 11 we compare the MI of the dimensions before the transformation and 

after. 



 

Figure 9. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
only obtained in the first dimension in this case. 

 



 

Figure 10. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. 



 

Figure 11. Basic_sample10D_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. The first dimension has maximum MI. 

Another data set we took the basic_sample10D_Gaussian (4.2) data set as explained in 

the Data Sets section. We took this data set, since it does not have a trivial rotation. Still there is 

more than one rotation that can separate the data, and indeed the algorithm can find it. The 

different from the basic_sample10D_Uniform (4.1) data is, that every ball in this data is 

Gaussian. We did not reduce the dimension since in every dimension we get a better MI after the 

transformation. We show the projection on the first five dimensions before (Figure 12 upper row) 

and after (Figure 12 lower row) the transformation and the last five dimensions before (Figure 13 

upper row) and after (Figure 13 lower row) the transformation. In Figure 14 we compare the MI 

of the dimensions before the transformation and after transformation.  



 

 

Figure 12. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
only obtained in the first dimension in this case. 



 

Figure 13. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. 

 



 

Figure 14. Basic_sample10D_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. The first five dimensions have better MI after transformation. 

The two data set we used before were basic, so we took the 

basic_sample10_Balls_Uniform (4.3) data set as explained in the Data Sets section to get more 

complex set. The algorithm did not reduce the dimension since in every dimension we get a 

better MI after the transformation. We show the projection on the first five dimensions before 

(Figure 15 upper row) and after (Figure 15 lower row) the transformation and the last five 

dimensions before (Figure 16 upper row) and after (Figure 16 lower row) the transformation. In 

Figure 17 we compare the MI of the dimensions before the transformation and after. 



 

Figure 15. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. 



 

Figure 16. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. 



 

Figure 17. Basic_sample10Balls_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. 

Another data set we took the basic_sample10_Balls_Gaussian (4.4) as explained in the 

Data Sets section. The different from the basic_sample10_Balls_Uniform (4.3) data is, that every 

ball in this data is Gaussian. The algorithm did not reduce the dimension since in every dimension 

we get a better MI after the transformation. We show the projection on the first five dimensions 

before (Figure 18 upper row) and after (Figure 18 lower row) the transformation and the last five 

dimensions before (Figure 19 upper row) and after (Figure 19 lower row) the transformation. In 

Figure 20 we compare the MI of the dimensions before the transformation and after. 



 

Figure 18. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the first five dimensions following the feature selection. Each 
dimension has a better separation of the black and gray data labels than the following one. 



 

Figure 19. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the last five dimensions following the feature selection. Each 
dimension has a better separation of the black and gray data labels than the following one. 

 



 

Figure 20. Basic_sample10Balls_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Almost every dimension has better MI after transformation. 

In order to test the algorithm on a real data base, we used Pima Indian, Diabetes (4.6), 

Tic Tac Toe (4.7) and SPECT heart (4.8). In Figure 21 we can see the MI before the 

transformation and after the transformation. We can clearly see that the MI improved in almost 

every dimension. 

Figure 21. Pima Indian, Diabetes on the first column, Tic Tac Toe on the second column and SPECT 
heart on the third column. We can see the MI before the transformation and after the 
transformation. We can clearly see that the MI improved in almost every dimension. 



 

5.2.5 Performance 

In order to compute the performance of the algorithm, we took the basic_sample4_Balls 

(4.5) data set as explained in the Data Sets section when we determined that the number of 

samples is 1000 and the dimension is changing from 22 to 102 exponentially. We used the 

algorithm to find the first dimension with the best mutual information. We found that the time to 

find the first dimension is linear to the dimension of the data. Figure 22 presents the time it took 

(in seconds) for the algorithm to find the first dimension for every data set. The dimension size 

effects on the performance as ( ) ( )f n o n n  function. 

Figure 22. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the dimension in loglog scale. The first slope is 0.4423 and the second slope is 
1.3726. 

We took the basic_sample4_Balls (4.5) data set as explained in the Data Sets section 

when we determined that the number of the dimensions is 70 and the number of samples is 

changing from 010 2  to 1010 2 exponentially. We use the algorithm to find the first dimension 

with the best mutual information. We found that the time to find the first dimension is linear to 

the number of samples of the data. Figure 23 presents the time that it took (in seconds) for the 

algorithm to find the first dimension for every data set. The data size effects on the performance 

as ( ) ( )f n o n  function. 



 

Figure 23. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the data in loglog scale. The first slope is -0.00134 and the second slope is 0.78424. 

 

5.2.6 LDA Summary 

In this algorithm we assume that the data is Gaussian. This algorithm could not separate 

the dimensions in a good way, although, the separation that the algorithm found is better than 

the original data, we could not get full separation even on a data that we know that there is one 

rotation that separates the data completely. The reason for the bad separation is that this 

algorithm tries to find a rotation that would give the maximum distance between two centers of 

the mass of the labeled data. For example, this algorithm will get a good separation for a data 

that shown in figure 24, in that case the algorithm will give use a full separation, but in a data 

that shown in figure 25 the algorithm will not produce a better separation. 



 

 

Figure 24. Data that combines two Gaussians. For this data, the algorithm "Multi dimensional 
sequential LDA”, will produce a full separation.  

 

Figure 25. Data that combines three Gaussians, when one label combines two Gaussians. For such 
data, the algorithm "Multi dimensional sequential LDA” will not produce a full separation. 

 



 

5.3 Mutual information based feature extraction. 

The Multi dimensional sequential LDA algorithm assumed that the data is Gaussian. Now 

we do not want to assume anything about the distribution of the data, and the LDA did not give 

very good results, so we tried different approach. Like the LDA, we will implement this algorithm 

as an iterative algorithm but this time we want to reduce the independents between the data to 

the labels, for this we use mutual information. 

5.3.1 Problem description 

We assume a training data m nData R R  were n is the number of dimensions and m is 

the number of the samples, and given the training data labels nLabel R . We want to find a 

matrix A, that will rotate the Data , and obey two conditions: 

A) Each consecutive dimension has the maximal possible mutual information with the 

external classification Label.  

B) The matrix is orthogonal. This request is used to make sure that the projection of a 

given dimension on the dimensions already used will be null.  

The combination of these two requests produces an ordered set of orthogonal directions, each 

with a better MI with the Label than the following one.  Thus, following the transformation: 

* 'TransformData A Data , we obtain a new data set where the first dimensions are way better 

classifiers than the last ones. Given such a transformation, we can remove from the data the 

dimensions carrying the low mutual information and reduce the dimension. We simply have to 

define a MI cutoff, and remove all dimensions following the first dimension that is below the 

cutoff. Note that in the latter stages of the thesis, we discovered, a former work by K.D.Bollacker 

and J.Ghosh in 1996(Bollacker and Ghosh 1996) that find matrix A iteratively, in a way that is 

partially similar to what we have done.  

5.3.2 General strategy 

We assume a training data m nData R R  were n is the number of dimensions and m is the 

number of the samples, and given the training data labels nLabel R . We want to find a matrix 

A, that will rotate the Data . In order to find matrix A we need to go through several stages: 

A) MI detects dependence, but dependence can be affected by scaling factors, so we first 

want to avoid any such factors and whiten the data.  



 

B) To compute the MI we are using a full histogram in order to avoid assumptions on the 

distribution, thus we do not use approximation on the marginal distribution since we did 

not want assumptions on the data. 

C) We require orthonormal coordinates and thus perform a Graham Schmidt after finding 

each dimension, once we find the vector which contained the maximum MI, we remove 

his projection from the data, otherwise we will get the same vector every time since it 

contains the maximum MI. In this algorithm we only required maximum MI between the 

data and the labels. We did not require also minimum MI between the projections of the 

vectors on the data. 

D) We are seeking for a global minimum. We do not have an algorithm that finds global 

minimum so we compute multiple times local minima with different start conditions, and 

then take the minimum of the minimums. 

5.3.3 Algorithm 

Our algorithm is based on the maximum mutual information. We are attempting to 

maximize ( ) ( ) ( ) ( , )MI TransformData H TransformData H Label H TransformData Label   . 

At first, we are doing this process iteratively. We are searching for a vector A . ( nA R ) that 

finds the dimension with the most information.  

We are using a Nedler-Mead algorithm(Nelder and Mead 1965) as applied by the matlab 

function "fminsearch" in order to find the minimum of 

( * ', ) ( * ') ( )H A Data Label H A Data H Label  , but we have a problem, the data have high 

dimension and the function returns local minima. We are thus returning this process a number of 

times and finds local minima with different start conditions, then we take the vector A with the 

maximum MI ( ( * ) ( * ) ( ) ( * , )t t tMI A Data H A Data H Label H A Data Label   ).  

At the second step: we will reduce the projection of A from the Data , and by using the 

“Dimension reduction” (Gram Schmidt process). We will get new data. 1m nData R R   . 

We continue this process to get the second dimension. We will find a direction 2A  that maximize 

the mutual information on Data  and then remove the projection from Data .  We then continue 

this process k times, where k is the dimension we want to reduce our data to. 

5.3.4 Pseudo code 

1. Given (Data, Label) 

2. Data = Whitening (Data) 



 

3. For i=1:D (the wanted dimension reduction) 

a. Find the maximum projection 

 ( * ') ( ) ( * ', )
nA R R

Max H A Data H Label H A Data Label
 

   

b. A*Data' is the first projection 

c. Data = Graham Schmidt (Data, A)  

 

5.3.5 Example of application 

In order to test the algorithm described above, we took the basic_sample10D_Uniform 

(4.1) data set as explained in the Data Sets section. We did not reduce the dimension since in 

every dimension we get a better MI after the transformation. We show the projection on the first 

five dimensions before (Figure 26 upper row) and after (Figure 26 lower row) the transformation 

and the last five dimensions before (Figure 27 upper row) and after (Figure 27 lower row) the 

transformation. In Figure 28 we compare the MI of the dimensions before the transformation and 

after. 

Figure 26. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained in the each dimension in this case. 



 

 

Figure 27. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained in each dimension in this case. 

Figure 28. Basic_sample10D_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has the maximum MI after transformation. Note that since the 
use of optimization function the MI is not organized from the highest to lowest. 

 



 

Another data set we took the basic_sample10D_Gaussian (4.2) data set as explained in 

the Data Sets section. We took this data set, since it does not have a trivial rotation. Still there is 

more than one rotation that can separate the data, and indeed the algorithm can find it. The 

different from the basic_sample10D_Uniform (4.1) data is, that every ball in this data is 

Gaussian. We did not reduce the dimension since in every dimension we get a better MI after the 

transformation. We show the projection on the first five dimensions before (Figure 29 upper row) 

and after (Figure 29 lower row) the transformation and the last five dimensions before (Figure 30 

upper row) and after (Figure 30 lower row) the transformation. In Figure 31 we compare the MI 

of the dimensions before the transformation and after. 

Figure 29. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained in the first and second dimension. 



 

Figure 30. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. This time the 
separation is not better than the original dimension. 

Figure 31. Basic_sample10D_Gaussian data set. The subplot in the upper row is the MI in each 



 

dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. The first two dimensions have the maximum MI after transformation. Note 
that since the use of optimization function the MI is not organized from the highest to lowest. 

The two data set we used before were basic, so we took the 

basic_sample10_Balls_Uniform (4.3) data set as explained in the Data Sets section to get more 

complex set. The algorithm did not reduce the dimension since in every dimension we get a 

better MI after the transformation. We show the projection on the first five dimensions before 

(Figure 32 upper row) and after (Figure 32 lower row) the transformation and the last five 

dimensions before (Figure 33 upper row) and after (Figure 33 lower row) the transformation. In 

Figure 34 we compare the MI of the dimensions before the transformation and after. 

Figure 32. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. Almost full separation 
is obtained in the entire dimension in this case. 



 

Figure 33. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. Almost full separation 
is obtained in each dimension in this case.  



 

Figure 34. Basic_sample10Balls_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. Note that since the use of 
optimization function the MI is not organized from the highest to lowest. 

Another data set we took the basic_sample10_Balls_Gaussian (4.4) as explained in the 

Data Sets section. The different from the basic_sample10_Balls_Uniform (4.3) data is, that every 

ball in this data is Gaussian. The algorithm did not reduce the dimension since in every dimension 

we get a better MI after the transformation. We show the projection on the first five dimensions 

before (Figure 35 upper row) and after (Figure 35 lower row) the transformation and the last five 

dimensions before (Figure 36 upper row) and after (Figure 36 lower row) the transformation. In 

Figure 37 we compare the MI of the dimensions before the transformation and after. 



 

Figure 35. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the last five dimensions following the feature selection. Each 
dimension has a better separation of the black and gray data labels than the following one.  



 

Figure 36. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the last five dimensions following the feature selection. This time 
the separation is not better than the original dimension. 



 

Figure 37. Basic_sample10Balls_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. Note that since the use of 
optimization function the MI is not organized from the highest to lowest. 

In order to test the algorithm on a real data base, we used Pima Indian, Diabetes (4.6), 

Tic Tac Toe (4.7) and SPECT heart (4.8). In Figure 38 we can see the MI before the 

transformation and after the transformation. We can clearly see that the MI improved in almost 

every dimension. 



 

Figure 38. Pima Indian, Diabetes on the first column, Tic Tac Toe on the second column and SPECT 
heart on the third column. We can see the MI before the transformation and after the 
transformation. We can clearly see that the MI improved in almost every dimension. 

5.3.6 Performance 

In order to compute the performance of the algorithm, we took the basic_sample4_Balls 

(4.5) data set as explained in the Data Sets section when we determined that the number of 

samples is 1000 and the dimension is changing from 22 to 102 exponentially. We used the 

algorithm to find the first dimension with the best mutual information. We found that the time to 

find the first dimension is linear to the dimension of the data. Figure 39 presents the time it took 

(in seconds) for the algorithm to find the first dimension for every data set. The dimension size 

effects on the performance as ( ) ( )f n o n  function 

Figure 39. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the dimension in loglog scale. The slope is 1.0232. 

We took the basic_sample4_Balls (4.5) data set as explained in the Data Sets section 

when we determined that the number of the dimensions is 70 and the number of samples is 



 

changing from 010 2  to 1010 2 exponentially. We use the algorithm to find the first dimension 

with the best mutual information. We found that the time to find the first dimension is linear to 

the number of samples of the data. Figure 40 presents the time that it took (in seconds) for the 

algorithm to find the first dimension for every data set. The data size effects on the performance 

as 5( ) ( )f n o n  function. 

Figure 40. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the data in loglog scale. The first slope is 0.075394, the second slope is 0.19493 and 
the third slope is 0.82135. 



 

5.4 Simultaneous feature selection. 

The iterative algorithm is very expensive, since there are a lot of calculative processes 

such as: the frequency calculation, the Graham Schmidt process and finding the global 

maximum. We want to enlarge the former algorithms to create a hierarchy of composite 

orthogonal features, each with the highest remaining information between the observations and 

the classification. 

There are a few algorithms that compute the rotation matrix sequentially such as MRMI-

SIG (Hild, Kenneth et al. 2006) and ED-QMI-SIG(Ii, Erdogmus et al.) Another  paper on the 

subject given by K.Torolla in 2003 (Torkkola 2003) those papers select the matrix A when they 

achieve the maximum mutual information between Y (Y=AX) and the classification. 

Our algorithm selects the matrix A where we achieve the maximum mutual information 

between every dimension of Y and the classification. Using the methodology presented by  

(Aguilera and P rez-Aguila 2004), we can generate an orthogonal matrix that rotates one 

dimension every time. We implement the Nedler-Mead algorithm (Nelder and Mead 1965) with 

( 1)

2

n n 
 vertex (it is all the dimension rotation possible). Using each vertex we compute A. 

n n

i
i

A I A A




  
( 1) /2

0
0

;  ,every rotation matrix is orthogonal, so that A is orthogonal, without using 

Graham Schmidt, like the algorithm before. We want the information to be ordered. The first 

dimension will have the most information and so on, so we generate a 

function
1

*
n

i

i
i

f mi 


  when imi is the MI in the i  dimension and i is the weight of every 

dimension. Than we find the A that optimizes it.  

5.4.1 Pseudo code 

1. Given (Data, Label) 

2. Data = Whitening (Data) 

3. Construct the initial working simplex S. 

4. Repeat this step until termination test is satisfied: 

a. Nedler-Mead step 

5. Return the best vertex of the current simplex S. 

a. Find the minimum value of f on the working simplex S.  

b. Compute A using the vertex found in a 



 

c. Return A  

 

5.4.2 Example of application 

In order to test the algorithm described above, we took the basic_sample10D_Uniform 

(4.1) data set as explained in the Data Sets section. We did not reduce the dimension since in 

every dimension we get a better MI after the transformation. We show the projection on the first 

five dimensions before (Figure 41 upper row) and after (Figure 41 lower row) the transformation 

and the last five dimensions before (Figure 42 upper row) and after (Figure 42 lower row) the 

transformation. In Figure 43 we compare the MI of the dimensions before the transformation and 

after. 

 

 

Figure 41. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained in almost every dimension. 



 

 

Figure 42. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained almost in every dimension. 

 

Figure 43. Basic_sample10D_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Almost every dimension has maximum MI after transformation. 



 

Another data set we took the basic_sample10D_Gaussian (4.2) data set as explained in 

the Data Sets section. We took this data set, since it does not have a trivial rotation. Still there is 

more than one rotation that can separate the data, and indeed the algorithm can find it. The 

different from the basic_sample10D_Uniform (4.1) data is, that every ball in this data is 

Gaussian. We did not reduce the dimension since in every dimension we get a better MI after the 

transformation. We show the projection on the first five dimensions before (Figure 44 upper row) 

and after (Figure 44 lower row) the transformation and the last five dimensions before (Figure 45 

upper row) and after (Figure 45 lower row) the transformation. In Figure 46 we compare the MI 

of the dimensions before the transformation and after. 

 

 

Figure 44. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is not 
obtained in any dimension, but the first dimension obtained almost full separation. 



 

 

Figure 45. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is not 
obtained in any dimension. 

Figure 46. Basic_sample10D_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Almost every dimension has better MI after transformation. 

The two data set we used before were basic, so we took the basic_sample10_Balls_Uniform (4.3) 

data set as explained in the Data Sets section to get more complex set. The algorithm did not 



 

reduce the dimension  since in every dimension we get a better MI after the transformation. We 

show the projection on the first five dimensions before (Figure 47 upper row) and after (Figure 

47 lower row) the transformation and the last five dimensions before (Figure 48 upper row) and 

after (Figure 48 lower row) the transformation. In Figure 49 we compare the MI of the 

dimensions before the transformation and after. 

 

 

Figure 47. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one.  



 

Figure 48. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. 

Figure 49. Basic_sample10Balls_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. 

Another data set we took the basic_sample10_Balls_Gaussian (4.4) as explained in the 

Data Sets section. The different from the basic_sample10_Balls_Uniform (4.3) data is, that every 

ball in this data is Gaussian. The algorithm did not reduce the dimension  since in every 

dimension we get a better MI after the transformation. We show the projection on the first five 



 

dimensions before (Figure 50 upper row) and after (Figure 50 lower row) the transformation and 

the last five dimensions before (Figure 51 upper row) and after (Figure 51 lower row) the 

transformation. In Figure 52 we compare the MI of the dimensions before the transformation and 

after. 

 

 

Figure 50. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the first five dimensions following the feature selection. Each 
dimension has a better separation of the black and gray data labels than the following one. 



 

Figure 51. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the last five dimensions following the feature selection. 

Figure 52. Basic_sample10Balls_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Almost every dimension has better MI after transformation. 

In order to test the algorithm on a real data base, we used Pima Indian, Diabetes (4.6), 

Tic Tac Toe (4.7) and SPECT heart (4.8). In Figure 53 we can see the MI before the 

transformation and after the transformation. We can clearly see that the MI improved in almost 

every dimension. 



 

Figure 53. Pima Indian, Diabetes on the first column, Tic Tac Toe on the second column and SPECT 
heart on the third column. We can see the MI before the transformation and after the 
transformation. We can clearly see that the MI improved in almost every dimension. 

 

5.4.3 Performance 

In order to compute the performance of the algorithm, we took the basic_sample4_Balls 

(4.5) data set as explained in the Data Sets section when we determined that the number of 

samples is 1000 and the dimension is changing from 22 to 102 exponentially. We used the 

algorithm to find the first dimension with the best mutual information. We found that the time to 

find the first dimension is linear to the dimension of the data. Figure 54 presents the time it took 

(in seconds) for the algorithm to find the first dimension for every data set. The dimension size 

effects on the performance as 2( ) ( )f n o n n  function. 

Figure 54. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the dimension in loglog scale. The slope is 2.313. 

We took the basic_sample4_Balls (4.5) data set as explained in the Data Sets section 

when we determined that the number of the dimensions is 70 and the number of samples is 



 

changing from 010 2  to 1010 2 exponentially. We use the algorithm to find the first dimension 

with the best mutual information. We found that the time to find the first dimension is linear to 

the number of samples of the data. Figure 55 presents the time that it took (in seconds) for the 

algorithm to find the first dimension for every data set. The data size effects on the performance 

as ( ) ( )f n o n  function. 

Figure 55. Basic_sample4_Balls data set. We can see the increasing of the time versus the 
increasing of the data in loglog scale. The first slope is 0. 059146, the second slope is 0. 58148. 

If we compare this performance to the performance of the algorithm before we can see that the 

time is better when the samples are increasing and when the dimensions increasing. Also we can 

see that the number of samples has practically no effect on the running time.    

5.5 Entropy approximation using mixture of Gaussians. 

The algorithms we showed before used histogram to compute the MI, in order to improve 

it, we propose to compute MI using Gaussian mixture model (GMM). This algorithm is an iterative 

algorithm like algorithm (5.3), we use the matlab function that compute the GMM 

(http://web.ics.purdue.edu/~wong17/gaussmix/gaussmix.html), the entropy compute analytically 

using the function that was shown in the article "On Entropy Approximation for Gaussian Mixture 

Random Vectors"  (Huber, Bailey et al. 2008). 

5.5.1 General strategy 

We assume a training data m nData R R  were n is the number of dimensions and m is the 

number of the samples, and given the training data labels nLabel R . We want to find a matrix 

A, that will rotate the Data . In order to find matrix A we need to go through several stages: 

A) MI detects dependence, but dependence can be affected by scaling factors, so we first 

want to avoid any such factors and whiten the data.  



 

B) To compute the MI using GMM, we compute the GMM using matlab function and then 

compute the MI using Huber and Bailey function. 

C) We require orthonormal coordinates and thus perform a Graham Schmidt after finding 

each dimension, ones we find the vector which contained the maximum MI, we remove 

his projection from the data, otherwise we will get the same vector every time since it 

contains the maximum MI. In this algorithm we only required maximum MI between the 

data and the labels. We do not required also minimum MI between the projections of the 

vectors on the data. 

D) We are seeking for a global minimum. We do not have an algorithm that finds global 

minimum so we compute multiple times local minima with different start conditions, and 

then take the minimum of the minimums. 

5.5.2 Algorithm 

Our algorithm is based on the maximum mutual information. We are attempting to 

maximize ( ) ( ) ( ) ( , )MI TransformData H TransformData H Label H TransformData Label   . 

We compute the entropy using GMM. We use matlab function that compute the GMM and 

return use the number k of the Gaussian mixture, returns k means, k covariance matrix and the 

weight of every Gaussian mixture. We use this values and compute the entropy using the 

approximation given in the article "On Entropy Approximation for Gaussian Mixture Random 

Vectors"  (Huber, Bailey et al. 2008). 

 

1

1

1

1 1

1

0
1

0
1

( ) ( , , )

( ) ( ) ( , , )

1 1
( ) ( )( ( )) ( ) ( ) ( , , )

( ) ( )

( ) ln( ( , , ))

( ) ( ) ( )
2

ij ij
i j

k

i i i
i

k

i i i i i
i

k T
T

i i i i i i i i
i

k

i i i
i

i
i i

i

A B A B

f x x C

f x C x x C

F x C x f x x C x I x C
f x f x

H x x C

H x H x F C

 

  

    

 










 









 

    

 
        

 

  

 












k



 

We compute the joint entropy using the chain rule ( , ) ( ) ( | )H X Y H Y H X Y  when 

( | ) ( ) ( | )
i

H X Y p y i H X y i    



 

 At first, we are doing this process iteratively. We are searching for a vector A . ( nA R ) 

that finds the dimension with the most information.  

We are using a Nedler-Mead algorithm(Nelder and Mead 1965) as applied by the matlab 

function "fminsearch" for finding the minimum of ( * ', ) ( * ') ( )H A Data Label H A Data H Label  , 

but we have a problem, the data have high dimension and the function return local minima. 

There for run time increase. So we are returning this process a number of times and finds local 

minima with different start conditions, then we take the vector A with the maximum MI 

( ( * ) ( * ) ( ) ( * , )t t tMI A Data H A Data H Label H A Data Label   ).  

At the second step: we will reduce the projection of A from the Data , and by using the 

“Dimension reduction” (Gram Schmidt process). We will get new data. 1m nData R R   . 

We continue this process to get the second dimension. We will then find a direction 2A  that 

maximize the mutual information on Data  and then remove the projection from Data .  We will 

then continue this process k times, where k is the dimension we want to reduce our data to. 

5.5.3 Pseudo code 

1. Given (Data, Label) 

2. Data = Whitening (Data) 

3. For i=1:D (the wanted dimension reduction) 

a. Find the maximum projection 

 ( * ') ( ) ( * ', )
nA R R

Max H A Data H Label H A Data Label
 

   

b. A*Data' is the first projection 

c. Data = Graham Schmidt (Data, A)  

 

5.5.4 Example of application 

In order to test the algorithm described above, we took the basic_sample10D_Uniform 

(4.1) data set as explained in the Data Sets section. We did not reduce the dimension since in 

every dimension we get a better MI after the transformation. We show the projection on the first 

five dimensions before (Figure 56 upper row) and after (Figure 56 lower row) the transformation 

and the last five dimensions before (Figure 57 upper row) and after (Figure 57 lower row) the 



 

transformation. In Figure 58 we compare the MI of the dimensions before the transformation and 

after. 

Figure 56. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is 
obtained in every dimension. 



 

Figure 57. Basic_sample10D_Uniform data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. Better separation is 
obtained in every dimension. 



 

Figure 58. Basic_sample10D_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. The first seven dimensions have maximum MI after transformation.   

Another data set we took the basic_sample10D_Gaussian (4.2) data set as explained in 

the Data Sets section. We took this data set, since it does not have a trivial rotation. Still there is 

more than one rotation that can separate the data, and indeed the algorithm can find it. The 

different from the basic_sample10D_Uniform (4.1) data is, that every ball in this data is 

Gaussian. We show the projection on the first five dimensions before (Figure 59 upper row) and 

after (Figure 59 lower row) the transformation and the last five dimensions before (Figure 60 

upper row) and after (Figure 60 lower row) the transformation. In Figure 61 we compare the MI 

of the dimensions before the transformation and after. 



 

Figure 59. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is not 
obtained in any dimension. 



 

Figure 60. Basic_sample10D_Gaussian data set. Each subplot in the upper row is the histogram of 
the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. A full separation is not 
obtained in any dimension. 



 

Figure 61. Basic_sample10D_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation.  

        The two data set we used before were basic, so we took the basic_sample10_Balls_Uniform 

(4.3) data set as explained in the Data Sets section to get more complex set. The algorithm did 

not reduce the dimension since in every dimension we get a better MI after the transformation. 

We show the projection on the first five dimensions before (Figure 62 upper row) and after 

(Figure 62 lower row) the transformation and the last five dimensions before (Figure 63 upper 

row) and after (Figure 63 lower row) the transformation. In Figure 64 we compare the MI of the 

dimensions before the transformation and after. 



 

Figure 62. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the first five dimensions following the feature selection. Each dimension has a 
better separation of the black and gray data labels than the following one. 



 

Figure 63. Basic_sample10Balls_Uniform data set. Each subplot in the upper row is the histogram 
of the projection of the 10 dimensional data on a given dimension. The data is composed of two 
labels (gray and black). As one can clearly see, the histograms overlap, and none of the 
dimensions can be used by itself to classify the gray and black points. The second row represents 
the projections on the last five dimensions following the feature selection. 



 

Figure 64. Basic_sample10Balls_Uniform data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. 

Another data set we took the basic_sample10_Balls_Gaussian (4.4) as explained in the 

Data Sets section. The different from the basic_sample10_Balls_Uniform (4.3) data is, that every 

ball in this data is Gaussian. The algorithm did not reduce the dimension since in every dimension 

we get a better MI after the transformation. We show the projection on the first five dimensions 

before (Figure 65 upper row) and after (Figure 65 lower row) the transformation and the last five 

dimensions before (Figure 66 upper row) and after (Figure 66 lower row) the transformation. In 

Figure 67 we compare the MI of the dimensions before the transformation and after.  



 

Figure 65. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the first five dimensions following the feature selection. Each 
dimension has a better separation of the black and gray data labels than the following one. 



 

Figure 66. Basic_sample10Balls_Gaussian data set. Each subplot in the upper row is the 
histogram of the projection of the 10 dimensional data on a given dimension. The data is 
composed of two labels (gray and black). As one can clearly see, the histograms overlap, and 
none of the dimensions can be used by itself to classify the gray and black points. The second row 
represents the projections on the last five dimensions following the feature selection. 



 

Figure 67. Basic_sample10Balls_Gaussian data set. The subplot in the upper row is the MI in each 
dimension of the original data. The subplot in the lower row is the MI in each dimension of the 
transformed data. Each dimension has better MI after transformation. 

In order to test the algorithm on a real data base, we used Pima Indian, Diabetes (4.6), 

Tic Tac Toe (4.7) and SPECT heart (4.8). In Figure 68 we can see the MI before the 

transformation and after the transformation. We can clearly see that the MI improved in almost 

every dimension. 

Figure 68. Pima Indian, Diabetes on the first column, Tic Tac Toe on the second column and SPECT 
heart on the third column. We can see the MI before the transformation and after the 
transformation. We can see that in some cases the MI improved after transformation. 



 

6. Summary 

In this work, we tested step by step the possibility of producing a rotation matrix that will 

maximize the mutual information between the observed dataset and a given external 

classification. In the first step that we termed the "Multi dimensional sequential LDA", the 

algorithm tries to find a rotation that would give the maximum distance between two centers of 

the mass of the labeled data, we assume that the data is Gaussian. This algorithm could separate 

the dimensions for specific data sets only. We found that even though the separation is not 

optimal, the algorithm improve the MI in most dimensions. In the second algorithm that we 

termed "Mutual information based feature extraction", we did not assume anything about the 

distribution of the data. The implementation of this algorithm was iterative. We wanted to reduce 

the independents between the data to the labels, and used mutual information for it. Significant 

improvement was observed at this stage compared with the previous one. The problem with this 

step is that we could not find a good optimization for the global minimum. We thus tried to find 

multiple local minima and take the best of those, but this approach is costly from a running time 

point of view. Overall the performance was good, the time was linear to the dimension and to the 

number of samples. The iterative algorithm contains multiple stages: frequency calculation, 

Graham Schmidt process, and finding the global maximum. We wanted to enlarge the former 

algorithms to create a hierarchy of composite orthogonal features, each with the highest 

remaining information between the observations and the classification. So we performed the 

third algorithm that we define as the "Simultaneous feature selection". In this algorithm, we 

compute the iterative matrix simultaneously and implement the Nedler-Mead algorithm to find 

the global minimum. The problem with this stage is that we need to improve the optimization 

algorithm. In the performance we could see that this algorithm is not sensitive to the number of 

the samples. In order to reduce the frequency calculation, we described the data as a Gaussian 

mixture, and approximated the entropy analytically. We, thus, performed the forth step "Entropy 

approximation using mixture of Gaussians", we used the matlab GMM tool for finding the 

Gaussian mixture model.  

6.1 MI Comparison between algorithms   

To evaluate that impact of every algorithm we compared that MI obtained for every data 

base. Figure 69 compares the algorithms for the basic_sample10D_Uniform (4.1) data set. We 

can see that the algorithms: "Mutual information based feature extraction", "Simultaneous 

feature selection" and "Entropy approximation using mixture of Gaussian" provide a high MI for 

all dimensions. 



 

Figure 69. Basic_sample10D_Uniform data set. We compare all the algorithms we presented. We 
can see that the algorithms: "Mutual information based feature extraction", "Simultaneous 
feature selection" and "Entropy approximation using mixture of Gaussian" provide a high MI for 
all dimensions.  

Figure 70 compares the algorithms for basic_sample10D_Gaussian (4.2) data set. We can see 

that the algorithms: "Mutual information based feature extraction", "Simultaneous feature 

selection" and "Entropy approximation using mixture of Gaussian" provide the highest MI for all 

dimensions. 

Figure 70. Basic_sample10D_Gaussian data set. We compare all the algorithms we presented. 
We can see that the algorithms: "Mutual information based feature extraction", "Simultaneous 
feature selection" and "Entropy approximation using mixture of Gaussian" provide the highest MI 
for all dimensions. 

Figure 71 compares the algorithms for basic_sample10_Balls_Uniform (4.3) data set. We can see 

that the algorithms: "Mutual information based feature extraction" provides the highest MI for all 

dimensions.  



 

Figure 71. Basic_sample10Balls_Uniform data set. We compare all the algorithms we presented. 
We can see that the algorithms: "Mutual information based feature extraction" provides the 
highest MI for all dimensions. 

Figure 72 compares the algorithms for basic_sample10_Balls_Gaussian (4.4) data set. We can 

see that the algorithms: "Mutual information based feature extraction", "Simultaneous feature 

selection" and "Entropy approximation using mixture of Gaussian" provide the highest MI for all 

dimensions. 



 

Figure 72. Basic_sample10Balls_Gaussian data set. We compare all the algorithms we presented. 
We can see that the algorithms: "Mutual information based feature extraction", "Simultaneous 
feature selection" and "Entropy approximation using mixture of Gaussian" provide the highest MI 
for all dimensions.  

Figure 73 compares the algorithms for Pima Indian, Diabetes (4.5) data base. We can see that 

the algorithms: "Multi dimensional sequential LDA", "Mutual information based feature extraction" 

and "Simultaneous feature selection" provide the highest MI for all dimensions.  

Figure 73. Pima Indian, Diabetes data base. We compare all the algorithms we presented. We can 
see that the algorithms: "Multi dimensional sequential LDA", "Mutual information based feature 
extraction" and "Simultaneous feature selection" provide the highest MI for all dimensions. 



 

Figure 74 compares the algorithms for Tic Tac Toe (4.6) data base. We can see that the 

algorithms: "Mutual information based feature extraction" and "Simultaneous feature selection" 

provide the highest MI for all dimensions.  

Figure 74. Tic-Tac-Toe data base. We compare all the algorithms we presented. We can see that 
the algorithms: "Mutual information based feature extraction" and "Simultaneous feature 
selection" provide the highest MI for all dimensions. 

Figure 75 compares the algorithms for SPECT heart (4.6) data base. We can see that the 

algorithms: "Multi dimensional sequential LDA", "Mutual information based feature extraction" 

and "Simultaneous feature selection" provide the highest MI for all dimensions.  

Figure 75. SPECT heart data base. We compare all the algorithms we presented. We can see that 
the algorithms: "Multi dimensional sequential LDA", "Mutual information based feature 
extraction" and "Simultaneous feature selection" provide the highest MI for all dimensions. 

6.2 Time Comparison between algorithms   

To evaluate the performance of every algorithm we compared the performance of the 

algorithms. Figure 76 compare the time VS dimension for the algorithms: "Multi dimensional 



 

sequential LDA", "Mutual information based feature extraction" and "Simultaneous feature 

selection".  

Figure 76. Compare the time VS dimension for the algorithms "Multi dimensional sequential LDA", 
"Mutual information based feature extraction" and "Simultaneous feature selection". 

Figure 77 compare the time VS samples for the algorithms "Multi dimensional sequential 

LDA", "Mutual information based feature extraction" and "Simultaneous feature selection". We 

can see that the algorithm: "Simultaneous feature selection" is the less sensitive.  

Figure 77. Compare the time VS dimension for the algorithms "Multi dimensional sequential LDA", 
"Mutual information based feature extraction" and "Simultaneous feature selection". We can see 
that the algorithm "Simultaneous feature selection" is the less sensitive. 
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